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" Block size x Setassociativity

CPU executiontime = (CPU clock cycles + Memory stall cycles) x Clockcycle time
Memory stall cycles = Numberof misses x Miss penalty
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Figure B.7 Summary of performance equations in this appendix. The first equation calculates the cache index size,
and the rest help evaluate performance. The final two equations deal with multilevel caches, which are explained
early in the next section. They are included here to help make the figure a useful reference.
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Figure B.16 Miss rate versus virtually addressed cache size of a program measured three ways: without process switches

(uniprocess), with process switches using a process-identifier tag (PID), and with process switches but without PIDs (purge).
PIDs increase the uniprocess absolute miss rate by 0.3% to 0.6% and save 0.6% to 4.3% over purging. Agarwal [1987] collected
these statistics for the Ultrix operating system running on a VAX, assuming direct-mapped caches with a block size of 16 bytes.
Note that the miss rate goes up from 128K to 256K. Such nonintuitive behavior can occur in caches because changing size changes
the mapping of memory blocks onto cache blocks, which can change the conflict miss rate.
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Figure B.17 The overall picture of a hypothetical memory hierarchy going from virtual address to L2 cache access. The
page size is 16 KB. The TLB is two-way set associative with 256 entries. The L1 cache is a direct-mapped 16 KB, and the L2
cache is a four-way set associative with a total of 4 MB. Both use 64-byte blocks. The virtual address is 64 bits and the physical
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1. Small and simple first level caches

« Small and simple first level caches
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3. Pipelining Cache
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FIGURE 2.2: Parallel tag and data array access pipeline.
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4. Nonblocking Caches
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Blocking Cache
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Reduces the miss penalty by not stalling the processor on a cache miss

Copyright © 2012, Elsevier Inc. All rights reserved.
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Miss Status Holding Register (MSHR)
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NonBlocking Cache Operation
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5. Multibanked Caches (1/2)
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5. Multibanked Caches (2/2)

+ 1ECachefHRZMlzRIbanks, PASZIGH{TIHE
— ARM Cortex-A8 supports 1-4 banks for L2
— Intel i7 supports 4 banks for L1 and 8 banks for L2

- 1R

FIRSHITIREFZ A3 ik

Elock Block Block Block
address Bank 0 address Bank 1 address Bank 2 address Bank 3
0 1 2 3
4 5 5] 7
8 9 10 11
12 13 14 15

Figure 2.6 Four-way interleaved cache banks using block addressing. Assuming 64
bytes per blocks, each of these addresses would be multiplied by 64 to get byte
addressing.
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8. fmiFEaa{iit
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RiFsilitRiEablz—: SESH

// Original Code
for (i=0;i<N; i++)
ali] = b[i] + c[il;
for (i=0;i<N; i++)
d[i] = a[i] + b[i] * c[i];
Blocks are replaced in first loop then accessed in second

// After Loop Fusion
for (i=0;i<N;i++) {
ali] = b[i] + c[i];
d[i] = a[i] + b[i] * c[i];
}

Revised version takes advantage of temporal locality
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iFsaiiithizablz=: RIMEIAITHR

/* Before */
for(j=0;j<100;j=j+1)
for (I=0;1<5000;i=1+1)
x[i]0] = 2 * x[i]0];
/* After */
for (I=0;1<5000;i1=i1+1)
for(j =0;j<100;j=j+1)
x[110] = 2 = x[i]0];
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iFsiiithizallz=: SR (1/2)

/* Before */
for(i=0;i<N;i=i+1)
for j=0;j<N;j=]j+1)
{ r=0;
for(k=0; k<N; k=k+ 1)
r=r+y[il[kI*z[K][];
x[ijil =r;
5 j k j

z
0 1 2 a 4 L] 4 a 1 2 3 4 L] 0 1 2 3 4 a

D D
1 1
2 2
3 3
4 4
5 5

tn = L5 [} iy [}

NSURIRAE, 77 2R BIAFAk 4 Vg IrCEUN: 2N3+N2
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iFsiiithizallz=: SR (2/2)

/* After */
for (j = 0; ji < N; jj = ji+B)
for (kk = 0; kk < N; kk = kk+B)
for (i=0;i<N;i=i+l)
for (j =jj; j < min(jj+B,N); j = j+1)
{ r=0;
for (k = kk; k < min(kk+B,N); k =k + 1)
r=r+ y[il[k]*z[K][];
x[i]li] = x[i10] + r;

[u]
1
2
3
4

] + L] [{5] -k o
n £ L] 5] -t ]

L]
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9. Hardware Prefetching
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Fetch two blocks on miss (include next sequential block)
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&) 10, Compiler Prefetching (1/2)
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FYmIFaTHIFRE  (2/2)
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=551

Example : For the code below, determine which accesses are likely
to cause data cache misses. Next, insert prefetch instructions to
reduce misses. Finally, calculate the number of prefetch
instructions executed and the misses avoided by prefetching.

Let’s assume we have an 8 KB direct-mapped data cache with 16-
byte blocks, and it is a write-back cache that does write allocate.
The elements of a and b are 8 bytes long since they are double-
precision floating-point arrays. There are 3 rows and 100 columns
for a and 101 rows and 3 columns for b. Let’s also assume they are
not in the cache at the start of the program.

for(i=0;i<3;i=1i+1)

for (=05 <1005 j=j+1)
a[i][jI = b[jl[0] * b[j+1][0];
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for j =0;j <100; j=j+1) {
prefetch(b[;+7][0]);
/* b(3,0) for 7 iterations later */
prefetch(a[0][;+7]);
/* a(0,)) for 7 iterations later */

a[0][j] = b[31[0] * b[j+1][0];};

for(1=1;1<3;1=1+1)
for (j =0;j <100;j=j+1) {
prefetch(a[i][j+7]);
/* a(1,)) for +7 iterations */

a[i][j] = b[j1[0] * b[j+1][0];}

4/14/2021 xhzhou@USTC

44



Example :
Calculate the time saved 1n the example above.

(1) Ignore instruction cache misses and assume there are
no conflict or capacity misses in the data cache.

(2) Assume that prefetches can overlap with each other
and with cache misses, thereby transferring at the
maximum memory bandwidth.

(3) Here are the key loop times 1gnoring cache misses:
The original loop takes 7 clock cycles per iteration, the
first prefetch loop takes 9 clock cycles per iteration,
and the second prefetch loop takes 8 clock cycles per
iteration (including the overhead of the outer for loop).
A miss takes 100 clock cycles.
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CachelgEnthr

— AMAT = Hit Time+Miss rate x Miss penalty
— AMAT = Hit TimeL1+Miss rateL1x
(Hit TimeL2+Miss ratelL2 xMiss penaltylL2)

- 6HHEARMILEIE
» 10 HESRMMLTHIE
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Summary

Hit Band- Miss Miss Power Hardware cost/

Technigque time width penalty rate consumption complexity Comment

Small and simple + — -+ O Trivial: widely used

caches

Way-predicting caches + + 1 Used in Pentium 4

Pipelined cache access — + 1 Widely used

Monblocking caches + + 3 Widely used

Banked caches + + 1 Used in L2 of both 17 and
Cortex-AS

Critical word first + 2 Widely used

and early restart

Merging write buffer + 1 Widely used with write
through

Compiler techniques to + O Software is a challenge. but

reduce cache misses many compilers handle
common linear algebra
calculations

Hardware prefetching + + — 2 instr., Most provide prefetch

of instructions and data 3 data instructions; modern high-
end processors also
automatically prefetch in
hardware.

Compiler-controlled + + = MNeeds nonblocking cache:

prefetching

possible instruction overhead:
in many CPUs

Figure 2.11 Summary of 10 advanced cache optimizations showing impact on cache performance, power con-
sumption, and complexity. Although generally a technique helps only one factor, prefetching can reduce misses if
done sufficiently early; if not, it can reduce miss penalty. + means that the technique improves the factor, — means it
hurts that factor, and blank means it has no impact. The complexity measure is subjective, with O being the easiest and

3 being a challenge.
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